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RL
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based Model-Free
Learn TCS, a,5' Doesmodelthe whole world

94 knew

·fate action
State ↳ ↳

interning -Gradient
and Reward (S,a,s')

Learn (S,a) Directly
Learning the actual to approximate predict
model of the world Qopt(S,a) bestaction a

Optimal rewards in a state

Starting ats Part 2:
and taking action a one policy
&Part1 today:Q-learning gradient
-

-

with function approximation algorithm
"Regression" "Classification"

ingRecap

airnsintes
④(S,2) We act withpolicy act &

=our estimateofGopt(Sn,2) upon observing (S, a,r, S'):

-(s,a)z(1-4)(s,a) +y(r +v(si))
20.1 where UCSY:max @(s, a)

atActions(s')



a(s,a)1(s,a) +4(u +UVCs-))men
the our

production

Linear ↑ targetthe on input (S,a)
This looks like gradientdescent/ascent

It actually is where we minimizeore
Loss =I(r +8Y(s)

- (s,a))

Proof:DEs,a) **. (r+ UV(s)) -(s,al). It

So:Q-learning is justdoing gradientdescent
on squared loss

-

Going beyond tabular &Learning

In real world, States are notdiscrete
· positions ofjointsin robot/objects aCan discretize by dividing each
continuous dimension into buckets

dimensions
#States=buckets)

Bad in high dimensions

Solution:Don'tuse a table, Instead
approximate QopCS,a) with a learned model

FirstAttempt:Linear model
-

· Constructfeature function 4 (S,a) EIRd d
· Predict& (S,a):wTPCs,a) for parameters WEIR



To do G-Learning, minimize squared error

Loss on (5,a,r,si) =(r +rV(s') -wa(s,a))

Duloss = .2. (r+UVIs"-wLS,a)). - b(s,a)
②(s,a)

Y(SY is still Actions/se
=wid(S,a)

Second Attempt:Neural network

Deep &Network (DQN]
Idea:&(s,a) will be a neural network

O thatmaps (S,a) to estimateofQopt(S, a)

Again, justtrain wil gradientdescent

Do loss
= -(r+UV(s)) -als,a)). D(S,a)
en e

9 Easy tocompute Computable by
All parameters
of network backpropagation

-
DQN architecturefor video games

Representstate:Last K frames
- Each frame is 84x84 (for Atari)
· Use last 4 frams-84x84x4 State representation

↳
↓Feed toCNN
17 uss):vector encoding

of the state



3 actions:1 vector per action Predicti

-un
-(s,up) =Wupt n(s)
① Is, down) =Wo U(S]

W
stay

&CS, stay) =Wsg UCS]

Gradiantprobabilit distributione 1actions given
currentstate

↑
Parameters

-onetrain?
·Normal classification: Given correcty's for a bunch of y's

maximize P(y(X)
· Policy gradient:Nobody tells you bestaction in any state

what training algorithmto use?

wantto maximize value of policy wo:

V(0) = z P(2;0).Here- trajectoriese
Expected prob. of

Total I I happeningwhen using NO
rewards
when using 2= [S,,9,,,Se,G2,Ss,...]policy To

VCD) is our training objective
maximize with gradiantascent

Whatis DO VIO]?
DoV (0)

=2 DPL2;0). R(2)
②

Sum over exponentially many 2's
-infeasible

Hope to instead compute an expected value over

trajectories



keytrick:YologP(2,0) =0) DP12,0)
PP(zjo) =P12;0):Blog P(2;0)

DoVCO):Z
P(2,0 P(2;0)-1R(z)

Z En
A

this quantity
Expected of ...
value

z =[S,, a,, R, S2, 92, a, Se, ... ]as ⑧ S

·

log P(2,0)
=logP(s,) +log isa. 1s.)to-

- -

Start State prob of transition prob
prob taking , of MDP

in MDP in
State S,

+ log a [ar(S2) + lo,Ga,Si)+-.

-Lalogtolatse)
Dont dependthe

Initialize a randomly
For each episode:

sample trajectory 2 using,wo(als)

020 +7 R(z). logko(alSt)
↑

Gradient ascent

on VCO]


